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[bookmark: _Toc307923829]Introduction
Datasets available for secondary analysis often have a hierarchical structure, giving the potential for analysis at more than one level. For example, many large scale Government surveys include information at the individual, family, and household levels.  Hierarchical data files can be powerful and flexible resources, but require decisions on the appropriate data level(s) to use for your analyses. In order to fully exploit such data, knowledge of procedures for manipulating data is also essential. 
This guide introduces the concepts of units of analysis and hierarchical data.  It explains procedures in SPSS and Stata that can be used to work with datasets with different levels of hierarchy within single files, as well as how to combine files where different levels of hierarchy are stored across multiple files (i.e. a ‘database’ of data ‘tables’). Other related procedures considered include how to combine files to increase sample sizes.  Exercises are provided to allow practice of these techniques.  Although the guide is designed for users of ESDS government surveys, it is also relevant to new users of other data. 
The guide is organised into three main sections. Part 1 introduces principles of working with hierarchical files, whereas Part 2 focuses on making links between tables within complex datasets, using the Family Resources Survey as an example. Finally, part 3 focuses on combining or ‘pooling’ datasets to increase sample size and draws on examples from the General Lifestyle Survey (GLF) and Labour Force Survey (LFS).   
Notes on Exercises
Exercises assume users are familiar with either SPSS or Stata.  If you are unfamiliar with these packages, you may find ESDS Governments’ software guides of use. They will be also of interest to people who currently use these packages but who want to learn more about using written commands (or ‘syntax’) as an efficient alternative to menus.
In the exercises, the following conventions are used:
Any instructions for you to follow in the text are marked with an arrow.  The instructions are emboldened.
· Like this
Many instructions are applicable only to SPSS or Stata. They are marked accordingly.
Quick question are marked with a question mark:
[image: bd00028_]  See?
Answering these questions will give you an opportunity to reflect on the tasks you have undertaken.  
Most exercises take the form of command files in the text which can be copied and pasted into your software package. You may find it useful to do this directly from the electronic version of this file rather than retyping. 
Examples given in the text are drawn more widely. However, many worked examples relate to the General Lifestyle Survey 2005. Other datasets used include the UK Labour Force Survey, and the Family Resources Survey.
Weighting is not explicitly dealt with in the workbook.  For further information about weighting please check the ESDS weighting guide.

About ESDS Government
The Economic and Social Data Service is a national data service funded to support the reuse of data in UK academic research.  Further information about the service can be obtained from the service’s web site.  ESDS Government is a specialist service of ESDS which focuses on major UK national data series such as the Labour Force Survey, General Lifestyle Survey and Expenditure and Food Survey.  
[bookmark: _Toc307923830]
Part I. Units of analysis in hierarchical data
[bookmark: _Toc307923831]1.0 Overview
This section introduces and defines the key concepts of units of analysis and hierarchy.  Exercises relate to the Labour Force Survey (LFS) March to May 2006. Unfortunately this dataset is not directly available from the ESDS Government website because, in accordance with EU regulations, the LFS has moved from Seasonal to Calendar quarters. The LFS March to May 06 has now been replaced with data relating to the calendar quarter of April to June 2006. Users can request data from the LFS March to May 2006 by contacting help@esds.ac.uk. If the exercises in this report are followed using data from the LFS April to June (2006) then results will differ slightly to those reported here. In addition, a number of variables have been dropped in the April to June data and so may not be available for analysis. For more information on the dropping of variables in calendar quarter data see:
http://www.esds.ac.uk/government/lfs/calendar/index.asp
The Labour Force Survey is a large scale survey which is undertaken quarterly by the Office for National Statistics in order to monitor labour force trends.  Further information about the Labour Force Survey can be found at
http://www.esds.ac.uk/government/lfs/. 
A particularly useful piece of documentation is the listing of LFS variables and their origin.
Because the LFS is a large dataset you may find it useful to work with a subset.  SPSS and Stata commands to enable you to easily do this are available in the Appendix.  
[bookmark: _Toc307923832]1.1. Units of Analysis 
Statistical analysis seeks to describe the features of units or the relationships between units.  In social science, these units are often individual people. However, other units of analysis exist, such as households, families (as on many definitions there can be more than one ‘family’ in a household), schools, business, and geographical units. 
The unit of analysis most appropriate to your research will depend on the research question that you wish to answer.  It is also often possible to examine similar topics at different units of analysis. For example, you could use the individual level to consider the number of people who live in poverty, or the household level to consider how many households live in poverty. Often the research question will indicate which unit to use.  If you were interested in whether or not the introduction of Appropriate Pension Plans (APPs) in 1998 differentially affected men and women’s uptake of pensions (e.g. Ginn 2001), this would suggest an individual level of analysis. If you wanted to look at whether the proportion of households where no one is in paid work has been changing, the household level of analysis would be more appropriate (e.g. Gregg and Wadsworth 2001).  
Identifying the unit that you wish to use will help you ensure that you select an appropriate dataset and that you are using the dataset correctly.  Results that have differing interpretations can be obtained on the same topics depending on which unit of analysis you use.  Consider the example given in Box 1 below.  The percentage of households with one resident is more than twice the percentage of individuals who live alone.  Similarly individuals on average live in households of size 3, however because nearly a third of households are single person households the mean size of households is just over 2.  

 (
Box
 1
: Individual and Household level questions and their answers
HOUSEHOLD LEVEL: 1 observation per household
What 
proportion of 
households
 contain
 only 1 person? 
29.2%
What is the mean household size? 
2.34
INDIVIDUAL LEVEL: 1 observation per person
What 
proportion of 
individuals 
live
 alone? 
12.5%
What is the average household size 
for individuals in the sample
? 
3.05
Source: QLFS March – May 2005 (
authors
 analysis, 
unweighted
) 
)
[bookmark: _Toc307923833]1.2. What is a hierarchical file? 
Hierarchical data files are where data at a lower level unit are (or can be) nested within a higher level.  This means that smaller units within a larger unit can be identified.  Examples of hierarchical data include: 
Individuals, households or individuals within households (e.g. using the General Lifestyle Survey)
Employees, businesses or employees within business (e.g. using the Work Employee Relations Survey)
Hierarchical data can be used in a number of ways: It can be used to analyse the smaller unit; to analyse the larger unit; or information from one level can inform the analysis of another.  For example, Fig. 1 shows how a file can contain information about both households and individuals.  The figure shows data for two households- household 1 and household 2. Each household has some information relevant to the whole household (its ID number, region and tenancy). Information is also held on each individual within the household (this is individual level information such as the age of a person).  It is possible to link each person to their household, and therefore to link members of the same household to each other. It is therefore possible using the information about both individuals in Household 1 to discover that Person 1 in Household 1 has a 12 year old son living with her. 

Fig 1. An example simple hierarchical file
[image: ]
*HRP = Household Reference Person
In the top row information at the household level relates to the area in which the household live and the tenure of their accommodation.  
In the lower row information at the individual level relates to the relationship of that person to the head of household, their sex, their age, highest educational attainment, their employment status and whether or not they have a long term limiting illness. 
The information shown in fig 1 could be stored in several ways. Fig 2 shows ‘rectangular’ hierarchical data, in which data from both levels have been combined at one level.  

In Fig 2, the higher level information from the household has been distributed across all individuals at the lower level.  In this format, information about the household level is repeated for each person.  For example, the housing tenure variable (tenure) contains the same information for each person in households. The variable HHID in the below example uniquely identifies households.

Fig 2. Rectangular hierarchical data
	HHID
	Region
	Tenure
	Person
	Relation to HRP
	Sex
	Age
	Education
	Economic Activity
	Long term limiting illness

	1
	NW
	SocRent
	1
	HRP
	F
	28
	Gcse
	p/t
	No

	1
	NW
	SocRent
	2
	Son
	M
	12
	n/a
	n/a
	No

	2
	Wales
	OwnOcc
	1
	HRP
	M
	33
	Degree
	f/t 
	No

	2
	Wales
	OwnOcc
	2
	Spouse
	F
	31
	Degree
	p/t 
	No

	2
	Wales
	OwnOcc
	3
	Parent
	F
	72
	No quals
	inactive
	yes



Repeating data in this way to simplify the data structure is quite common.  However, when the data is more complex (or older) you may find that data is instead held in separate files, and ID numbers are present in files to link data together.  If the example data in figure 1 were to be held in separate files it could look like figure 3.
 (
Household level table 
HHID
Region
Tenure
1
N W
SocRent
2
Wales
OwnOcc
Person level table
HHID
Person
Relation to HRP
Sex
Age
Education
Economic activity
Long term limited illness
1
1
HRP
F
28
Gcse
p/t
No
1
2
Son
M
12
n/a
n/a
No
2
1
HRP
M
33
Degree
f/t 
No
2
2
Spouse
F
31
Degree
p/t 
No
2
3
Parent
F
72
No 
quals
inactive
yes
)Fig. 3. Hierarchical data in separate files

Now there are two files, one containing the household level information, and the other, a person level file. The data is held in a slightly more efficient format as there is less replication of data than in figure 2. However, if you wish to use information about both levels of data, you must first link together the two tables using the household ID.  
Both formats are very common (although other formats exist).  Note that each format holds the same information, and in each it is possible to link household members to each other.  
[bookmark: _Toc307923834]1.3. What units are common in ESDS Government data? 
Many major ESDS Government supported surveys are conducted with respondents in private households.  Surveys such as the General Lifestyle Survey (GLF) and Labour Force Survey (LFS), for example, collect information about all residents within sampled households by conducting interviews with all adult household members. These household surveys can be used to look at households and the individuals within them.  
It is often possible to identify intermediate units within a household referred to as ‘family units’ or ‘benefit units’.  Some surveys may also be used to explore units below the individual level, for example, to look at hospital inpatient stays, or crime events. 
The definition of a household used in many ESDS Government datasets are based on the Office for National Statistics (ONS) set of harmonised concepts: 
A Household is One person or a group of people who have the accommodation as their only or main residence
AND (for a group)
either share at least one meal a day
or share the living accommodation, that is, a living room or sitting room.
For further information, see the website of the ONS:
A further important concept is that of the Household Reference Person (HRP), which is again defined for ESDS Government social surveys [footnoteRef:1] in line with harmonised concepts.  If there are joint householders the individual with the highest income will be designated as the HRP. If the joint householders have the same income, the eldest is selected.    [1:  The concept of an HRP is somewhat modified in the census.  See National Statistics (2004) Census 2001 Definitions, TSO (London)
] 

Although important, the definition of family unit is not listed in the harmonised classifications.  However, the following definition, drawn from the documentation from the General Lifestyle Survey is used in many surveys:  
A GLF family unit is defined as:
a) a married or opposite sex cohabiting couple on their own; or
b) a married or opposite sex cohabiting couple, or a lone parent, and their never married children (who may be adult), provided these children have no children of their own.; or
c) a same sex couple in a legally recognised civil partnership.
Persons who cannot be allocated to a family as defined above are said to be persons not in the family – i.e. as ‘non-family units’.   
(Ali et. al. 2008)
Note that in some datasets individuals who are not in family units are given their own family ID, in others no family unit ID will be given.  
Within the Family Resources Survey (FRS), a more tightly defined unit called the benefit unit is defined.  This is a standard Department of Social Security (DSS) term which consists of a single adult or couple, living together as married and any dependent children.  A child is deemed dependent if they are either under 16 or under 19 and in full-time non-advanced education (see Glossary in Barton et.al (2007)). 
Family (or benefit units) thus both fall between the individual and household levels, and a household may contain one or more families, as shown in figure 4. 
Fig 4. A more complex example of hierarchy in a dataset

[image: ]
It is always worth checking that you have understood units as they have been defined in the dataset you are using. 
Box 2 summarises the units of analysis present in key surveys.  Blue shading indicates datasets that are not supported by ESDS Government.  
Box 2: Household and other hierarchy in popular datasets
	Survey
	Levels 
	Type

	GLF 
	Household, Family,
Individual, Sub Individual
	Flat file 

	LFS 
	Household, Family,
Individual
	Flat files
(QLFS/Hhd data)

	FES 
	Multiple, inc. household, person, family unit, benefit unit
	Multiple files

	FRS 
	Household, Benefit Unit, Individual
	Multiple files

	HSE 
	Household, Individual
(watch out for variable samples)
	Flat files (1 all inds, 1 all resps)

	BSAS
	Individual
	Flat file

	BCS
	Individual, Incident (Hhd context only)
	Multiple files

	BHPS 
	Household, Individual (& below)
	Multiple files

	Household  SARs  
	Household, Family, Individual
	Flat file


[bookmark: _Toc307923835]
2.0 First principles in working with hierarchical data
We will now consider how we can inspect and check a dataset prior to analysis to examine the levels of hierarchy it contains. We will also explore how simple sub-setting can change the level of analysis.  
[bookmark: _Toc307923836]2.1. Making sense of hierarchical data in an analysis package
Analysis packages such as SPSS and Stata typically treat each row in the data as a case.  This means that the format in which the data is held will affect the default unit of analysis if you were to use the data how you found it.  
This is a small except from a dataset: 
Fig 5: An excerpt from a major hierarchical dataset
[image: ]
It shows five cases and six variables.  
HSERIAL is the household ID variable.  
PERSNO is the person number within the household. 
So:
This excerpt contains data from 3 households 
Two households contain 2 people, the other contains only 1 person
AFAM is the family number within the household 
Household 1001021 contains two family reference numbers – the 2 residents in this household are not in the same family unit.  
Household 1001041 is the only household containing a 2 person family unit. 
Each row contains information about an individual – by default analyses with this data in this format would relate to the individuals in the data. 
[image: bd00028_]Consider figures 2 and 3, which data tables if read into SPSS or Stata in its current format would produce individual level analyses by default? 
Using command files
Below, we will use commands files in SPPS and Stata to manipulate hierarchical data.  Although it is perfectly possible to do many tasks using menus, serious researchers should find commands preferable as the command file acts as an accurate record of work undertaken on the data.  Researchers frequently find that they need to rework data analysis and manipulations as they finesse their study. By keeping your data manipulation commands together in a single file, you can ensure that it is easy to rework the data by simply editing the commands you have written. Furthermore, if you are undertaking a lot of data manipulation, keeping a command file that contains all of your data manipulation, and which takes the data from its raw downloaded form to its final state in preparation for analysis, you can avoid the worst ravages of version confusion.  Version problems arise when you amass a collection of confusingly similar files.
 (
Command file tips
Keep your data manipulation commands in a single file.  
Keep back ups and versions of this single file – and include the date, backwards in your file naming conversion.  E.g. When producing a file which does your work for a project using the LFS, why not call your file 
lfsprojyymmdd
.*.
 ?
  So an SPSS syntax file produced on 30/10/07 would be called lfsproj071030.sps, while tomorrow’s update would be lfsproj071031.sps.  Why?  That way when you your operating system lists your files alphabetically all your lfsproj*.sps files will be listed together in date order!
Keep a note of where you’re up to in your research in a research diary with entries dated – that way you can relate your research diary directly to the appropriate version of your commands. 
)
Using Command files

2.3 Filtering to do household analyses
SPSS and Stata do filtering in quite different ways.  






If you are used to using menus rather than commands you may find commands a little daunting at first but there are some ways to help you get used to these: You can go through the menus and simply note (or copy and edit) commands that are produced in the output.  
If you are a Stata user, your commands are echoed by default, furthermore, executed commands are pasted to the review window.  From where (if you right click) you have the option to save your commands.
 If you are an SPSS user, and you do not get syntax commands in your output :
From the menu select: Edit, Options
Make sure that the general tab is selected
In the Session Journal section check “record syntax in journal”
[image: ]
Many SPSS routines allow you to generate syntax and paste this syntax to a syntax editor.  You can do this, as opposed to simply running a routine from the dialogue box, by clicking on the Paste button.  
You can find further information about using commands in the SPSS and Stata software guides.  
[bookmark: _Toc307923837]2.1. Exercises:  Checking the data
· Open SPSS or Stata (whichever you are most comfortable with)
· Open the file hlfmm06.* (.sav or .dta, depending on your choice software). Note if you use LFS April to June 2006 this is called qlfsaj06  (see the warning on the use of this file on page 5).
· Look at the dataset:
SPSS users will find that the dataset is immediately visible in the data editor.  
Stata users should type browse into the command window, once you have looked at the structure of the data you will need to close the data browser before Stata will let you continue.
Each row in the data is a case, and will be treated as a unit by your analysis package.  
[image: bd00028_]In its current form, what are the default units of analysis?  (i.e. does each row relate to an individual, household or something else?). 
[image: bd00028_]How many cases are in the data? 

Perform some basic individual level analyses by producing some summary and descriptive statistics.  Pasting the following commands will produce some univariate summaries of key variables. To start you off, we will provide you with the commands that you can simply copy and paste in the syntax window / do file editor (for SPSS and Stata respectively).
Copy and paste the following syntax appropriate for your choice of software package.  It’s OK to copy the stuff in the asterisks too – this will be treated as comments by both packages.  The comments are there to help you to understand what is going on in the commands.  
SPSS version
If you are an SPSS user copy and paste this text into a syntax window:
*****************************************************************.
* descriptive statistics and frequencies – SPSS syntax           .
* individual level before selection 				     .
* N.B.  Data are unweighted                                       .
*****************************************************************.
DESC SEX RECNO HHTYPE.
FREQ SEX RECNO HHTYPE. 
*****************************************************************.


Stata version
If you are a Stata user, copy and paste these commands into a do file editor: 
*****************************************************************
* descriptive statistics and frequencies – Stata do file         * 
* individual level before selection 				     *
* N.B.  Data are unweighted                                       *
*****************************************************************
sum sex recno hhtype
tab1 sex recno hhtype 
*****************************************************************
Hit the appropriate run button to obtain your output. 
[image: bd00028_]How would you interpret the sex frequency table? 
How would you interpret the first line of the hhtype frequency table?
[image: bd00028_]To what population would these percentages be generalisable to? (ignoring weighting issues!) 
[bookmark: _Toc307923838]2.2. Selecting an individual in the household in order to produce household level analyses
What do you do if you have a dataset which contains a case for each individual in the household, but you want to do an analysis of households (i.e. a household level analysis)?  A simple solution would be to select one individual per household and use their data to represent the household.  This is unproblematic if the values of the data you wish to analyse are common to all members of the household (e.g. such as region, housing tenure, etc).  However, other characteristics are inherently individual characteristics. For example, features such as ethnicity and sex relate to individuals and so can differ between members of households. For such characteristics, selecting one person to stand for a whole household is therefore more problematic.  
A common approach to this problem is to select the household reference person.  The way in which the household reference person’s identity is stored varies from dataset to dataset.  For example:
You may have a binary variable that indicates whether the respondent is the HRP or not.
You may have a variable which indicates the person number of the HRP, you will then need to test whether the respondent’s own person number is the same as that of the HRP.
You may have a variable that indicates the respondent’s relationship to the HRP.


Selecting the HRP in SPSS
You can select cases in SPSS in the menus, as shown in the screenshot below, or by using syntax.  Helpfully, if you are not familiar with writing syntax, you can generate commands by selecting options using the menus and dialogue boxes and then pressing “Paste”, rather than OK, at the end.  This will copy a syntax version of the instructions you entered through the menus to your syntax file without running the command.
If you are generating a command via menus in SPSS:
[image: ]
Once you have generated the syntax you should click the run button in the syntax editor to run it. 
[image: ]
It is much simpler to type a select command directly into the syntax editor.
Using the select command is permanent unless preceded by the command temporary.
The temporary command applies until the next executable command – e.g. most processes which produce output. 
The command shown below produces a crosstab of household access to the internet against NS-SEC[footnoteRef:2] for household reference people in the General Lifestyle Survey (GLF) 2004/5.  In the GLF we use the second method to identify the household reference person and test whether the person number of the HRP equals that of the case.  The selection lasts until the crosstabs: [2:  NS-SEC is the National Statistics Socio Economic Classification, for more information see http://www.ons.gov.uk/ons/guide-method/classifications/archived-standard-classifications/ns-sec/index.html
] 

TEMPORARY.
SELECT IF (PERSON=HRP).
CROSSTABS NSSEC3 BY HINTNET/ CELLS= COUNT COL.
Selecting the HRP in Stata:
In Stata, you can also generate commands from the menu, but typing input commands is preferable.
Simply use the command: 

tab nssec3 hintnet if persno==hrp, col

Because we have selected only one case per household, the resulting table can be interpreted as a household level analysis, showing the relationship between household access internet access and the NS-SEC of the household reference person.  The table below shows not only the column percentages, but also counts for cells and margins.  These have been included to show the number of cases.  It is recommended that counts are considered at some point to check that the counts match with the number of households expected in the file.  This information can be obtained from previous exploratory analysis, or preferably, exploratory analysis confirming information gleaned from documentation.  
[image: ]
To summarise, in SPSS we can select the HRP only by using the select command.  In Stata we simply add an ‘if’ qualifier to our command.  There are other commands that would more permanently alter the dataset by dropping cases that could also be used but we will not discuss here. 
[bookmark: _Toc307923839]2.3. An exercise using the Labour Force Survey 
Like many household datasets with a hierarchical structure, the LFS contains a variable that gives a person’s relationship to Household Reference Person. This variable is called relhrp. In order to select cases where the respondent is the HRP, we simply need to select only where this variable equals ‘HRP’.  Generally, you can find the way in which a variable is defined by looking in your codebook supplied with the data, and by checking this matches your data with an analysis package.  The values and associated labels of relhrp are pasted overleaf:

definition
-9	does not apply
-8	no answer
0	household reference person
1	spouse
2	cohabitee
3	child
4	step-child
5	foster child
6	child-in-law
7	parent
8	step-parent
10	foster parent
11	parent-in-law
12	brother or sister
13	step-brother or sister
14	foster brother or sister
15	brother or sister-in-law
16	grandchild
17	grandparent
18	other relation
19	other non-relative
20	same sex cohabitee
21	undefined

[image: bd00028_]How could you obtain the one way frequencies of the relhrp variable using a command? 
Do this now to see how many cases in the data are household reference persons.  You should get something like the table below
relationship to hrp		Freq.		Percent	Cum.		
household reference person	52,372	42.19		42.19
spouse				25,598	20.62		62.81
cohabitee				4,527		3.65		66.45
child					35,242	28.39		94.84
step-child				1,276		1.03		95.87
foster child			91		0.07		95.94
child-in-law			162		0.13		96.07
parent				529		0.43		96.50
step-parent				7		0.01		96.50
parent-in-law			162		0.13		96.63
brother or sister			485		0.39		97.02
step-brother or sister		11		0.01		97.03
foster brother or sister	2		0.00		97.03
brother or sister-in-law	68		0.05		97.09
grandchild				637		0.51		97.60
grandparent				14		0.01		97.61
other relation			210		0.17		97.78
other non-relative		2,591		2.09		99.87
same sex cohabitee		162		0.13		100.00
Total					124,146	100.00


[image: bd00028_]How many households do you think there are in the data? 
Remember that SPSS and Stata deal with selecting cases quite differently. In SPSS, you need to either request SPSS to temporarily (or permanently, if you are really sure) select only the cases in which you are interested; you then undertake an analysis.  In Stata, you can ask for a procedure to only be applied to specified subgroups using the ‘if’ section of the command structure.
 
Use the following commands to produce the frequencies and summary statistics we previously performed on all cases, on Household Reference People only
SPSS version
*****************************************************************.
* descriptive statistics and frequencies – SPSS syntax           .
* selecting only HRP 				     .
* NB.  Data are unweighted                                       .
*****************************************************************.
TEMPORARY.
***note that the temporary command means that the following selection is only in place until the next executable command.
SELECT IF (RELHRP=0).
DESC SEX RECNO HHTYPE.
***desc is an executable command. 
TEMPORARY.
SELECT IF (RELHRP = 0). 
FREQ SEX RECNO HHTYPE. 
*********************************************************************

Stata version: 
*****************************************************************
* descriptive statistics and frequencies - Stata do file         * 
* selecting only HRP 				     
* NB.  Data are unweighted                                       *
*****************************************************************
su sex recno hhtype if relhrp==0
tab1 sex recno hhtype if relhrp==0
********************************************************************


Your tabulation of sex should look something like this (the example below being Stata output):
-> tabulation of sex if relhrp==0 
           sex |      Freq.     Percent        Cum.
---------------+-----------------------------------
          male |     32,380       61.83       61.83
        female |     19,992       38.17      100.00
---------------+-----------------------------------
         Total |     52,372      100.00

[image: bd00028_]How do you interpret the new sex tabulation?  How does this differ from your interpretation of the sex variable when all cases were included? 

[image: bd00028_]How do you interpret the first line in the hhtype tabulation?

[image: bd00028_]The percentage of males and 1 person households is higher in the tabulations based on HRPs only – why is this? 
Modify the commands above to produce a tabulation of household type by religion of HRP.
To produce a 2-way table in Stata with column percent use the command: 

ta <var1> <var2>  , col

To produce a 2-way table in SPSS use the command:

crosstabs <var1> by <var2> / cells=col

In both cases the 2nd var will be put in the column, the first in the row. 
[image: bd00028_]Is there any evidence that household type varies with the HRP’s religion? 
[image: bd00028_]
Which religious groups have the most 1 person households?

[image: bd00028_]How would you produce a table which answers the question, what religion is most common among individuals who live alone? 


Permanently dropping cases
Instead of using a temporary filter, it is possible to drop cases selecting only one person per household then save the file.  In SPSS this can be achieved using the select command without the temporary command.  In Stata you can use the keep if command.  
e.g. SPSS: 	SELECT IF RELHRP = 0.
			SAVE < FILENAME>. 

e.g. Stata: 
keep if relhrp==0 
save <filename>

[bookmark: _Toc307923840]
3.0. Creating a new household level summary variable from person level information. 
Information from lower levels of hierarchy within datasets can be used to provide summary variables for higher levels of hierarchy. For example, we could use information from the individual level on the ages of household members to make summary statistics of the number of people in different age groups in a household.
In this section, we will create a household level file and generate a new summary household level variable from information contained at the individual level of the data hierarchy. We will create a new dataset that has one case per household that contains this new variable and the household identifier. The below exercises are again given in both SPSS and Stata.
The example below example uses the LFS data again. At first glance, the household identifier appears to be missing in this dataset – but on closer inspection we find that the data is present, but set to an alphanumeric.  There are ways of fixing this, but this is probably not necessary for the purposes of these manipulations. 
There are some discontinuities in the way in which household identifiers are treated in the LFS.  A commonly used variable for identifying households is remserno – however it is not always present and can be generated using a combination of administrative variables.  Where this is the case, you should be able to find a note in the read file or documentation about how to create this.  Further information about this (including how to avoid a bug) can be found in Appendix B of the ESDS guide to analysing change over time which can be found at http://www.esds.ac.uk/government/resources/analysis/.
[bookmark: _Toc307923841]3.1. Exercise: Looking at the relationship between household type and the age of the oldest person in the household
Once we have located an appropriate ID variable for the unit across which we wish to summarize, we can generate a new variable. We compute the age of the oldest person in the household by simply taking the maximum value of the age within the household.
Because we are interested in looking at whether there is a relationship between age of the oldest person and household type we will also need to transfer the household type variable to our new household-level dataset.  We have some choice about how to do this as household type is a household variable which takes the same value for all cases (so, min(hhtype)=max(hhtype)).
The  commands below create a household level file with the oldest person in the household and household type.  We assume that files can be stored in a folder called c:\work . 


SPSS version :
*******************************************************************.
*  spss syntax to generate household file with oldest person in .
* household and household type .  Use max(age) to make oldest).
*  use max(hhtype) to carry value of hhtype across - all values of.
*  hhtype should be the same within the household! .
*  The file will not open automatically, you will need to locate it .
*  within the C:\work\data directory in order to browse it or .
* produce any analyses using it.  
*******************************************************************.
*sort your data by the variable you are going to break on.
SORT CASES BY HSERIAL.
*now create a file with one case per value of hserial. 
AGGREGATE OUTFILE = "C:\WORK\DATA\HHTYPAGE.SAV"
	/BREAK = HSERIAL
	/OLDEST 'AGE OF OLDEST HHD MEMBER' = MAX(AGE)
	/HTYPE 'HOUSEHOLD TYPE' = MAX(HHTYPE).
*aggregate commands need to be executed.
EXECUTE.
*******************************************************************.

STATA version:
********************************************************************.
* Stata commands to create a file with hserial, age of oldest 
* & hhtype. note that these commands will close the file in memory 
* and put the new file in memory in its place.  Save your file 1st
* if you want to keep any changes. 
**************************************************************
sort hserial
collapse (max) htype=hhtype oldest=age, by(hserial)
save c:\work\data\hhtypage.dta
********************************************************************

You should now have produced a data file with 3 variables; hserial, htype and oldest.  You can use this to explore the relationship between household type and the age of the oldest person in the household.  As indicated in the comments, SPSS will save the new file to disk, while Stata will create the file from the file in memory.  To look at the file in SPSS you will need to open it first. 
[image: ]

[image: bd00028_]What is the default level of analysis of this file? 

[image: bd00028_]Can you produce a similar file which contains the age of the youngest person in the household?

[image: bd00028_]Can you work out what additional step would you need to take before aggregating the file if you wanted to compute the  age of the oldest male in the household? 
[bookmark: _Toc307923842]
4.0. Attaching household level data to individuals
Let’s now consider a situation in which you have data at a higher level which you wish to attach to a lower level in a hierarchy.  Such a situation routinely arises when dealing with individual and hierarchical data if:
Your data is held in multiple data tables which need to be matched in order to use them together.  
You have created a household level dataset (as demonstrated in section 3 above) from an individual level dataset, and now want to reattach this data to the individual file. 
Earlier in Section 3, we showed an example dataset which was held in 2 tables (figure 3).  
 (
Household level
 (lookup)
 table 
HHID
Region
Tenure
 1
N W
SocRent
 2
Wales
OwnOcc
Person level table
 with household level 
data
 attached
HHID                                                                                                                                                                                                                                                                                                                                                                                                                                                                        
Person
Relation to HRP
Sex                                                                                                                                                                                                                                                                                                                                                                                                                                          
Age
Education
Economic activity
Long term limited illness
Region
Tenure
1
1
HRP
F
28
Gcse
p/t
No
NW
SocRent
1
2
Son
M
12
n/a
n/a
No
NW
SocRent
2
1
HRP
M
33
Degree
f/t 
No
Wales
OwnOcc
2
2
Spouse
F
31
Degree
p/t 
No
Wales
OwnOcc
2
3
Parent
F
72
No 
quals
inactive
yes
Wales
OwnOcc
|________ORIGINAL PERSON LEVEL DATA________________________________|        
HOUSEHOLD     
                                                                                
                                       
                                        _DATA LINKED
 __
) (
Distribute 
each household to the person level        records that share the same household ID, by using the household ID 
)The household level and person level tables each contain a household ID.  This ID enables us to relate the household level records in the household table to the cases in the person level table.  In this way, we can make a rectangular data file that contains data from both tables.  This will give us a file in the same format as shown in fig 2 in Section 3, by distributing information from the household table to the person level table.  
In order to achieve this we should:
· Sort both datasets by the household ID
· Use:	
· The match procedure in SPSS, by HHID, or
· The merge procedure in Stata: merge HHID 


The SPSS match command:
This command is a flexible command which can be used to match cases, either by matching case by case, or on the basis of an identifier.  Where you have files at different levels, the upper level file is treated as a ‘lookup table’ from which values, uniquely defined by the ID, can be looked up and distributed to all cases in the main (lower level) file which have the ID variable value.  Accordingly, if you seek to distribute household level data to the individual level, the household file will be the “table” and the individual file will be the “file”. 
SORT CASES BY HHID. 
MATCH FILES FILE='C:\WORK\INDIV.SAV' 
  /TABLE='C:\WORK\HHOLD.SAV' 
  /BY HHID.  
You can replace a filename for either the lookup table or file with * when that file is already open.  
The execute command is optional, however you should use this (or another executable command such as frequencies) in order to execute the command as the command will not execute on its own. 
The Stata merge command:
The merge command can also be used in a range of ways, including one to one and match one to many merges.  Distributing household level records to individuals within the households does not require additional specification and you do not need to indicate which file is the look up table and which is the lower level file.  
To undertake a ‘one to many’ match you can use a command of the format (Stata 11 onwards[footnoteRef:3]):  [3:  In older versions of Stata, the command would be: merge hhid using <other file>, uniqumaster
] 

sort hhid
merge 1:m hhid using <other file>

Where the <other file> is the file on disk that you wish to merge with the file in memory.  It does not matter whether the file in memory is the household or individual file, however you will need to change the 1:m to m:1.
[bookmark: _Toc307923843]4.1. Exercise
In the last section we created a household level file containing the oldest person in the household.  In this section we will match it back to the individual file, in this way we will be able to perform individual level analyses which draw upon the age of the oldest member of the household as a contextual variable. In order to do this we will match the contents of the household file back to the individual file on the basis of common household IDs. 
When matching, it is important that the files are sorted by the variables that they are to be matched upon.  You can achieve this by using the sort command that we have encountered before.  
· Use the following commands to match back the hhtypage variables to the original individual level file. 
SPSS version:
**********************************************************.
* spss match files command .
* file is the lower level file ('*' means current file) .
* table is the 'lookup table' at the higher level with values .
* to be distributed across the lower level file's cases  .
* 'by' defines the ID which links them, which should be unique in the table.
*********************************************************.
MATCH FILES FILE = * 
	/TABLE = "C:\WORK\DATA\HHTYPAGE.SAV"
	/BY HSERIAL.
EXECUTE.
**********************************************************.
*(Note it was not necessary to sort this file:  the files were already sorted by hserial).

Stata version:
Note that in Stata we currently have the household level file in memory, rather than the individual file.  
· First return to the individual file by reopening hlfsmm06.dta.  The following assumes that you have done so.
*******************************************************************.
* Stata merge files command.
* having just reopened the individual file, we cannot assume 
* that it will be in the right order.
* first sort the cases, before performing the merge.
*******************************************************************
sort hserial
merge hserial using "c:\work\data\hhtypage.dta"
* the ‘_merge’ var indicates whether this has worked 
* should have values of 3 if data in the file has come from both the
* master and using file. 
ta _merge
***************************************************
You should now find that having matched the file back that cases with the same value of hserial have values of htype and oldest in common.  You can eyeball this in your data to make sure this has worked.  The following shows the first few cases in the resultant Stata file (with the additional _merge variable):
[image: ].
Is there a relationship between household type and the age of the oldest household member? 
[bookmark: _Toc307923844]
5.0. All in one – creating new summary variables for person level analysis
In the last two sections, we saw that it was possible to create household summaries and then match these back to the individual file.  This means that we are able to create new household summary variables and then use these to analyse at the household level, or use them to inform individual level analyses.  
These two steps are important skills in data manipulation using complex files – however it is not necessary to go to this length if you simply want to produce a new household level summary variable for individual level analysis.  
In SPSS a variant of the aggregate command will allow you to shortcut the creation of a household level file.  The qualifier mode=addvariables added before subcommands means that the higher level aggregate variables created from a lower level file will be attached directly to the file (so a new aggregated file will not be created).  
In Stata the extension to the usual variable generation command allows you to generate new variables across common values of a variable (including household IDs).  The egen command can be used to produce statistical summaries, by subgroups as defined by a variable.  In order for this to work you first need to sort the data by that variable, so cases with common values are grouped together. 
How would that work with the examples we worked through using the LFS in the last two exercises?   You might want to copy and paste the following command to see it working.  The effect of the following commands is to create a new household level variable (the oldest person in the household) which is attached to each person in the household.  
SPSS version:
*******************************************************************.
*  spss syntax to generate age of oldest person in household  .
*  Use max(age) to make oldest). This time use mode=addvariables.
*  subcommand to add the new variable to the current person level. 
*  file within the C:\work\data directory in order to browse it or .
* produce any analyses using it.  
*******************************************************************.
*sort your data by the variable you are going to break on.
SORT CASES BY HSERIAL.
*now create a file new household level variable & add to the file. 
AGGREGATE OUTFILE = "C:\WORK\DATA\HHTYPAGE.SAV" MODE=ADDVARIABLES
	/BREAK = HSERIAL
	/OLDEST 'AGE OF OLDEST HHD MEMBER' = MAX(AGE).
*aggregate commands need to be executed.
EXECUTE.
*******************************************************************.



Stata version:
******************************************************************.
* use a general generate new variable to do this by household ID.
* first sort the cases by the household IC variable .
******************************************************************.
sort hserial 
*now create a new household variable & add to the person file
egen oldest = max(age), by(hserial)
*
* This can also be achieved with
* bysort hserial: egen oldest = max(age) 
*******************************************************************.
Exercise for Section 5.0
We will now use this procedure to undertake a more complex task, this time at the family level. We will use the ‘all in one’ method described in section 5.0, but this time to work within the family level in order to identify individuals who are in a partnership.  Using this information, we can describe aspects of both members of the couple.  
 (
Why work at the family level? 
Because the family unit contains a maximum of one couple and their children it is easier to understand the relationship of individuals within a family than within a household unit (which may contain more than one family and may contain unrelated individuals).  
The only relationships within a family are those of parent-child or partnership. This means 
that:
I
f an individual is married or has a partner they must be in the upper generation of the household. 
If an individual is the child of another person in the household they must be the child of the upper generation and must be in the lower generation of the family.
If two people in the household are in a couple, the others in the family must be their children.
If the family is partner couple without children, the 2 people in the family unit must be each other’s partner. 
If there are two partners they must be each others’ partners – it follows that the value of a variable for the other partner is the value of sum for both minus that of self.
It is therefore simpler to unpick relationships within a family.
)











There is often more than one way to achieve an outcome such as this.  
You may have information on:
· Whether the respondents are living as partners (there can only be one partnership per family)
· What the type of family unit is (one can then select on couple families, family unit heads and their partners)
· What the relationship of the respondent is to the family unit head.  
In the LFS we only have full information on the latter.  Let us explore some ways in which we can use the hierarchy of the data.  We will:
· Identify partners of family unit heads
· Count the number of partner’s family unit heads within the family (and thus identify couple families)
· Compute the age of partners, by creating a new age variable applicable only to family unit heads or their partners in couple families
· Compute the minimum and maximum partner’s age. 
Sound complicated?  Fortunately here’s some commands for you to run which will do this.  Try to understand the different parts of the commands given here – so that you can use this structure to undertake a similar task.   The process involves two aggregations/egens – one to count partners, and one to compute partners’ ages. 
SPSS version:
***********************************************************.
* SPSS  example - younger and older partners' age in fu   .
* first identifying couples in families using relhfu     .
* then using aggregate	.
************************************************************.
* create a var = 0 if not a partner of fuh, 1 otherwise.
COMPUTE PARTNER = 0.
EXECUTE.
IF RELHFU=2 PARTNER = 1. 
*check this has worked by comparing with original var before going further.
crosstabs relhfu by partner. 
*count the number of partners within a family unit to see if a couple family.
SORT CASES BY FUSERIAL.
AGGREGATE OUTFILE=* MODE=addvariables
   /BREAK=fuserial
   /cplefu'if has partner in fu' =sum(partner).
*cplefu should now be at the end of your individual level dataset.
*we should find that most couple households have a couple family.
CROSSTABS HHTYPE BY CPLEFU.
* this is an imperfect test - any ideas how to improve it?.
*now use a similar approach to generate the vars we are interested in.
COMPUTE PARTAGE = .
* the following selects non-children in cple family units and sets partage to nonmissing.
IF (RELHFU<3 & CPLEFU=1) PARTAGE = AGE. 
EXECUTE. 
*check this worked.
CROSSTABS PARTAGE BY CPLEFU BY RELHFU.
*now do the second aggregation - to assess min and max. 
AGGREGATE OUTFILE=* MODE=ADDVARIABLES
   /BREAK=FUSERIAL
   /PMINAGE 'YOUNGER PARTNERS AGE'=MIN(PARTAGE)
   /PMAXAGE 'OLDER PARTNERS AGE' = MAX(PARTAGE).
******************************************************************.


Stata version:
***********************************************************.
* Stata example - younger and older partners' age in fu   .
* first identifying couples in families using relhfu     .
* then using egen	.
************************************************************.
* create a var = 0 if not a partner of fuh, 1 otherwise.
gen partner = 0
replace partner = 1 if relhfu==2 
*check this has worked by comparing with original var before going further.
ta relhfu partner
*count the number of partners within a family unit to see if a couple family.
sort fuserial
egen cplefu=sum(partner), by(fuserial)
*cplefu should now be at the end of your individual level dataset.
*we should find that most couple households have a couple family.
ta hhtype cplefu
* this is an imperfect test - any ideas how to improve it?.
* use a similar approach to generate the vars we are interested in.
gen partage = .
* the following selects non-children in cple family units and sets partage to nonmissing.
replace partage=age if (relhfu<3 & cplefu==1) 
*check this worked.
ta partage cplefu if relhfu==1
ta partage cplefu if relhfu==2
ta partage cplefu if relhfu==3
*now do the second aggregation - to assess min and max. 
*watch out . counts as high in Stata!
egen pmaxage=max(partage) if partage<., by(fuserial)
egen pminage=min(partage), by(fuserial)
*****************************************************************.
[image: bd00028_]Who has a valid value of pminage and pmaxage?
[image: bd00028_]How can you limit your analysis to a couple level analysis?
The following is the result when we limit our analysis of pminage and pmaxage to partners of the head of family unit. 
[image: ]
[image: bd00028_]How would you look at the relationship between the age of male and female partners in mixed sex couples?
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Part II. Linking and Matching Across a Multiple File Database:  The Family Resources Survey (FRS)
[bookmark: _Toc307923846]6.0. Introduction
Rather than being stored in one file, data from large-scale Government surveys are often held across multiple records. Common reasons for this include the large size of an overall dataset; because data in separate files represent different levels of hierarchy (such as individual or household levels); or because files represent different time points. 
In the following exercises, we will consider ways of linking and manipulating such files, where information for a survey at a single time point is distributed across a database of files. By database, for present purposes, we simply mean a collection of data files for a given survey year, usually stored together in a computer folder as is common for several ESDS Government datasets. Working through the examples in this section will teach you how to match and merge across a database.
We will draw examples from the Family Resources Survey (FRS). The FRS has perhaps one of the most complicated database structures of all ESDS Government supported datasets. If you can understand the principles of matching and linking and apply them to this dataset, you will approach other, simpler datasets, with ease and confidence.
[bookmark: _Toc307923847]6.1. Some Background: The Family Resources Survey (FRS)
The Family Resources Survey (FRS) is a continuous survey with an annual target sample size of 24,000 private households (25,000 prior to April 1997)[footnoteRef:4]. Fieldwork is carried out jointly by the Office for National Statistics (ONS) and the National Centre for Social Research (NCSR). Households interviewed in the survey are asked a wide range of questions about their circumstances including receipt of Social Security benefits, housing costs, and their assets and savings. Although some of the information collected is available elsewhere, the FRS provides new or much more detailed information in a number of areas and brings some topics together on one survey for the first time. Topics in the FRS include: [4:  The following description of the FRS was obtained from the The FRS User Guide Vol 1: See http://www.esds.ac.uk/doc/5291%5Cmrdoc%5Cpdf%5C5291userguide1.pdf downloaded 13/11/11] 

· Household characteristics
· Income (all sources)
· Receipt of state benefits and tax credits
· Tenure and Housing costs
· Childcare
· Assets and savings
· Health, Disability and Carers
· Occupation and employment
· Pension Provision
Further information on the FRS can be obtained through the ESDS web page http://www.esds.ac.uk/government/frs/, and from the Office for National Statistics. 
[bookmark: _Toc307923848]6.2. FRS Data levels and Key Linking Variables 
If you download a copy of an FRS annual dataset from ESDS Government, in the data folder you will find a number of data files on different topics and at different levels of hierarchy. We will refer to each file as a table, and refer to the overall collection of files for a year as a database, to stick to the Government terminology in the FRS user guides. For each year, the FRS database consists of about 24 (depending on year) hierarchical data files (table), each table relating to a particular level (e.g. household, individual) or type of information (e.g. pensions). 
The definitions of adults, children, Benefit Units, and Households are central to understanding the levels and types of information contained in the FRS database. Firstly, two types of units exist at the individual level of the hierarchy:
Adult: 16+ (except 16-19 in non-advanced full-time education)
Child: Under 16 or 16-19 in non-advanced full-time education
Unlike some datasets, the FRS records for adults and children are stored in separate files. The distinction between adult and child is also important as it forms part of the definitions for higher levels of hierarchy (Benefit Unit and Household):
Benefit Unit: Single adult or couple living as married (so includes cohabiting couples), and any dependent children. From January 2006, same-sex partners are also included in the same Benefit Unit. Examples of Benefits Units thus include: 1) a single person living alone 2) a single person with a dependent child (single parent); 3) a married couple with children. Note that people are defined into benefit units for analytical purposes, regardless of whether or not they are claiming Government benefits.
Household: One or more benefit units who share meals or living areas.
The levels of hierarchy within the FRS can be linked by a number of identifier (Key) variables. The Key variables for linking both within and across hierarchy are as follows:
sernum: Identifies Households (addresses)
benunit: Identifies Benefit Units 
person: Identifies individuals within households (within sernum)
The highest level in the hierarchy is the household level. The household level information is stored in the HOUSEHOL data table. Records in the household level table are identified by the key identifier variable sernum (serial number).  Sernum is made up of a combination of the area, address and household codes, plus an additional figure to denote the year. This variable can be considered as roughly equivalent to an address code. 
Each household may consist of a number of Benefit Units, records for which are identified by the additional Key variable benunit. Each Benefit Unit (and household) will consist of a number of adults and/or children, whose records are each identified by a unique person number as the third Key identifier variable. Person is unique within households. Thus, sernum and person taken together are enough to uniquely identify individuals in the sample.
[bookmark: _Toc307923849]6.3. Files in the FRS database
Knowing about data levels and linking variables will help you understand the FRS database. The 2005/6 FRS database is illustrated below. Each grey box represents a separate data table. The text in capitals within the boxes gives the name of the table (a.k.a data file), whereas the smaller text beneath represents the table’s Key linking variable. For example, the data file represented by the grey box at the top left corner of the diagram is HOUSEHOL, which contains household level information. Its key linking variable is sernum. So, the variable sernum can be used to link household information to a number of other data tables. Where such linking is possible, these other tables will contain the variable sernum, so that we can match records using it. 
The lines between the boxes on the diagram represent the manner in which the different tables in the database can be linked:
The solid lines that join the boxes, but which do not have arrows represent where one-to-one linking takes place. This means that there is an identical number of cases in both files. 
The solid lines that have arrows  represent one-to-many linking, and the arrow indicates the direction of this linking. This means that each record in a given table contains information for multiple records in the data file that towards the arrow points. For example, each record in the table HOUSEHOL contains information for multiple benefit units in the BENUNIT file, as there can be multiple benefit units in the same household that have the same sernum. For levels of hierarchy below the individual level, one-to-many matching means that there may be multiple records for a certain type of activity for a single individual. So for the BENEFITS table, there are multiple records for each individual respondent, one for every type of benefit they report claiming.  
The dotted line represents links from the CHILD database to the Benefits database. There may be some partial child links.




Other Levels of FRS Hierarchy 
The above diagram indicates that below the main data levels (individual, benefit unit, and household), other key sub-levels of hierarchy and linking variables exist such as: 
Benefits: As we mentioned above, an individual may receive a number of State and non-State benefits. Information about each benefit is held in a separate record in the benefits table. The linking variables sernum and person, plus the additional linking variable, benefit, uniquely identify each record.
Mortgages: A household that is buying its house with one or more mortgages may have one or more endowment policy/PEP/Unit Trust investments covering each loan. Information on these policies is held in the endowmnt table. Each record is referenced by sernum, mortseq (mortgage sequence number) and endowseq (policy sequence number relating to that mortgage). 

A more detailed description of the FRS database, the information contained in each table, and associated linking variables can be found in the FRS documentation, see: http://www.esds.ac.uk/government/frs/. 
The thing to remember is that linking variables of the same name can be used to relate information from different tables. Consider the following three examples: 
To look at the type of direct payments made by respondents alongside the total amount that is paid, the tables BENEFITS and DSSPAY would be related by the Key linking variables sernum, benunit, person, and benefit.
To look at the age of recipients of benefits, the BENEFITS and ADULT tables would be related using the key linking variables sernum, and person. 

[bookmark: _Toc307923850]
6.4. Family Resources Survey (FRS) Exercise 
We will now practice commands for linking tables in complex databases. Examples are offered in both SPSS and Stata. The first exercise illustrates how to combine information in the FRS database from separate tables at differing levels of hierarchy. For example, we might want to take information stored in the household level file (HOUSEHOL), such as Government Office Region (a geography variable), and add this information to the individual level ADULT file to analyse adult individuals using geography. We can also take other information about adults, such as regarding benefits receipt from the BENEFITS table, and match this on to the adult individual level file. In fact, in this exercise, that’s exactly what we’ll do.

· FRS Exercise: What percentage of adults in London, the East Midlands, and the West Midlands are in receipt of a retirement pension?

Notes: 
This is an exercise in matching which requires 3 FRS tables: ‘HOUSEHOL’, ‘ADULT’, and ‘BENEFITS.’ Refer to the earlier sections of this chapter if you require further information about these data tables.
The Key Variables we need are as follows:
sernum (household linking variable)
person (individual identifier)
gvtregn (Gov Office Region) 	5="East Midlands" 	6="West Midlands" 8="London";
benefit  (Benefit Receipt Variable)  5="Retirement Pension“;
gvtregn is in the HOUSEHOL table; benefit is in the BENEFITS table.


FRS Exercise  in SPSS: 
*************************************************************.
*Session 4 FRS Exercise Q1. What percentage of adults in London.
* the East Midlands, and the West Midlands are in receipt of .
* a retirement pension? .
*************************************************************.
************************************************************.
*step 1. Prepare the household level data: Get the government. 
*office region variable (gvtregn) in the household.sav file:.
************************************************************.
GET
  FILE='C:\data\session4frs\househol.sav'.
`EXECUTE.
*************************************************************.
*Next, we need to sort by the household identifier ‘sernum’ so.
*that we can match records by this variable later. We will also. *save a  file 'area.sav' containing this variable and the household. *identifier (sernum) :.
*************************************************************.
SORT CASES BY
  SERNUM (A) .
EXECUTE.
SAVE OUTFILE='C:\data\session4frs\area.sav'
/KEEP sernum gvtregn
 /COMPRESSED.
EXECUTE.
*************************************************************.
* Following this,  prepare a file containing a subset of variables. *from the adult level data file (adult.dta) we will use the adult. *file as a master file to merge on the .
*household and benefit level data:.
*************************************************************.
GET FILE='C:\data\session4frs\adult.sav'.
EXECUTE.
*************************************************************.
* sort by sernum - this will allow us to match the information.
* from the HOUSEHOL file which we saved as ‘area.sav, Have a look. *at the FRS database structure diagram if you are unsure why .
*************************************************************
SORT CASES BY SERNUM (A) .
EXECUTE.
*Save the file as oap.sav :.
SAVE OUTFILE='C:\data\session4frs\oap.sav'
 /COMPRESSED.
EXECUTE.
*************************************************************.
*THE MATCH COMMAND:  Now merge on the household level file. *(area.dta) to the adult level file (oap.sav). Use THE MATCH. *command.  (merge/add variables on the menus):.
*There are a number of  possible situations for merging:.
* In the first situation, both files being merged provide cases.
* or there are equal numbers of cases in each file.  In such.
* circumstances, no priority is given to the case structure of. *either of the files being merged . All cases, whether in both,. 
*or just one of the files are included in the merged dataset.
* A second situation occurs where each case in one of the two. 
*files to be matched provides information for multiple cases in .
*the other file.
* This second type of merge is more likely when matching across. *hierarchy where one to many matching takes place (such as . 
*between household and individual level data)
*We tell SPSS about the type of merge we want to undertake using .
*the FILE and TABLE definitions in the MATCH syntax.
* For the second situation described above, the dataset we define. 
* as FILE= ' ' is the dataset which contains the lower level of .
* hierarchy whereas the dataset we define as .
* TABLE=  is the 'keyed' or 'look up' table which has one to many .
* matching with the FILE dataset. e.g. a household level dataset .
* would be defined as the TABLE dataset and the individual level .
* file would be defined as the FILE dataset. This is because one .
* row of  household level info  provides information for multiple .
* observations in the individual file, and so we maintain the case . *structure of the dataset we denote as FILE .
*****************************************************************.
* so in the below merge, the active file (denoted by *) is the FILE.
* and the household level dataset (area.sav) is the keyed TABLE. 
* we are matching by the variable SERNUM: .
MATCH FILES /FILE=*
 /TABLE='C:\data\session4frs\area.sav'
 /BY SERNUM.
EXECUTE.

*******************************************************************.
* Next merge on the benefits data. When merging it is useful .
* to check. *the linking variables: Before we match on the benefits. * data , tabulate the linking variable 'person': 
******************************************************************.

FREQUENCIES
  VARIABLES=PERSON
  /ORDER=  ANALYSIS .
EXECUTE.
*******************************************************************.
*person is thus only unique within households:.
*Consequently, when merging by person we need to merge by sernum as. *well as person in order to uniquely identify cases. The data .
*therefore needs to be sorted by sernum and person. We will then .
*save a file: oaparea.dta which is the combined adult and. *household sub files:.
*******************************************************************.
SORT CASES BY
  SERNUM PERSON (A) .
EXECUTE.
SAVE OUTFILE='C:\data\session4frs\oaparea.sav'
 /COMPRESSED.

*******************************************************************
*Next prepare the  Benefits Data: This file allows multiple records. *for each individual respondent, one for each benefit they are .
*claiming-  We will select records for .
*retirement pensions only (benefit=5). 
*Selecting just the pension records,  there can now only be one. *record for each respondent, as  you can only claim one state .
*retirement pension. 
*Note that  in the oaparea individual level file, there will be. *cases that do not have a retirement pension so that will not have. *a record to match on from the benefits file after selecting .
*benefit=5. The 'benefits' variable value for these cases will be .
*registered as system missing (SYSMIS). We will deal with the .
*coding of these cases shortly.
*************************************************************.
GET
FILE='C:\data\session4frs\benefits.sav'.
EXECUTE.
FILTER OFF.
USE ALL.
SELECT IF(BENEFIT = 5).
EXECUTE .
*************************************************************.
*sort to prepare for matching to the individual level file: .
*Remember matching to individual respondents in households .
* requires both 'sernum' and 'person' linking vars:.
*************************************************************.
SORT CASES BY
  SERNUM PERSON (A) .
EXECUTE .

*************************************************************.
*next merge the benefit records onto the individual level file .
* This time around, note that the active dataset (BENEFITS) .
*denoted *as :*) is defined as the look up table (TABLE)  and .
*the non-active file (oaparea) is the FILE . We define this dataset. *as the FILE because we want to keep all of the cases in .
*oaparea.dta , and not just those that have matched cases present .
* on the BENEFITS dataset. Recall that since we selected only cases. * representing pensions on the BENEFITS file (benefits=5), there .
* will be many cases in the areaoap individual level file which do. * not have a pension record to match on. Defining the oaparea.sav .
* as FILE means we maintain its case structure in the merged file.
**There is something else different as well . Unlike last time, as . *we didnt select a subset of variables, some variables (BENUINIT .
*and MONTH) other than the linking variables are present in both .
*datasets  We can either rename them, or delete them (as they are .
*duplicates)- In this example, the /RENAME (BENUNIT MONTH_ = d0 d1).
* and    /DROP= d0 d1. lines of the syntax renames and drops the .
*duplicated variables for the merged dataset .
*************************************************************.
MATCH FILES /TABLE=*
 /FILE='C:\data\session4frs\oaparea.sav'
 /RENAME (BENUNIT MONTH_ = d0 d1)
 /BY SERNUM PERSON
 /DROP= d0 d1.
EXECUTE.
*************************************************************
*Recall that some cases on the benefit variable are coded as system. *missing as they don’t have retirement pensions. For these cases,we.
*will recode them to a non-missing value: '0' on the ‘benefit’. *variable: .
*************************************************************.
RECODE
  BENEFIT  (SYSMIS=0)  .
EXECUTE .

*************************************************************.
*Now we can tabulate benefits by region to answer our question.
*************************************************************.
CROSSTABS
  /TABLES=GVTREGN  BY BENEFIT
  /FORMAT= AVALUE TABLES
  /CELLS= COUNT ROW
  /COUNT ROUND CELL .
EXECUTE.

*************************************************************.
*London has a lower proportion of state retirement pension.
*claimants than most other places Why do you think that is? .
*************************************************************.




FRS Exercise in Stata: 

*************************************************************
*Session 4 FRS Exercise Q1. What percentage of adults in *London, *the East Midlands, 
*and the West Midlands are in receipt of a retirement pension?
*************************************************************

*************************************************************
*FIRST SELECT CORRECT DATA DIRECTORY AND OPEN A LOG FILE TO *RECORD *YOUR WORK:-

clear
cd C:\data\session4frs
log using session4
*************************************************************
*Prepare the household level data: Get the government 
*office region variable (gvtregn):
*************************************************************

clear
use sernum gvtregn using househol.dta

*************************************************************
*Next, we need to sort by the household identifier sernum so
*that we can merge by this variable later:
*************************************************************

sort sernum
*we will save our household table subset file as "area.dta":
save area, replace
clear

*************************************************************
* Prepare the adult level data file (adult.dta)
*we will use the adult file as a master file to merge on the 
*household and benefit level data- we'll select
* a few more variables than we need 
*************************************************************

use sernum benunit person sex age using adult.dta

*************************************************************
* sort by sernum - this will allow us to merge the information from the HOUSEHOL file, 
*************************************************************
sort sernum 
*************************************************************
* merge on the household level subset file (we saved as area.dta) to * the adult level file: 
*************************************************************
merge m:1 sernum using area

*************************************************************
* merging creates a system variable called _merge :
* 1=cases in master file 2 =cases in using file 3=cases in both
*************************************************************
ta _merge
drop _merge

*************************************************************
*tabulate the linking variable 'person': It is only unique within *households:
*thus when merging by person we need to merge by sernum as well as *person. The data therefore needs to be sorted by sernum *+ person, *we will then save a file: oap
*************************************************************
ta person
sort sernum person
save oap, replace

*************************************************************
* Prepare Benefits Data: This file allows multiple records for *each *individual respondent, one for each benefit they are *claiming- so *we will select records for 
*retirement pensions only (benefit==5)
*************************************************************
clear
use sernum person benefit using benefits.dta
keep if benefit==5

*************************************************************
*sort to prepare for merge to individual level file: Remember
*matching to individual respondents in households requires both *'sernum' and 'person' linking vars:
*************************************************************
sort sernum person

*************************************************************
* merge the benefit records onto the individual level file
*Instead of dropping the variable _merge, this time we will 
*rename it so we know which merge it represents (benefits with *person file):
*************************************************************
merge 1:1 sernum person using oap, gen (mgbenefits)



*************************************************************
*Variables with missing values (.) (mgbenefits == 2) relate to cases 
*which do not have retirement pensions- we will recode 
*them to a non-missing value: '0' on the benefit variable
*************************************************************
recode benefit (.=0)
*************************************************************
*N.B alternatively, we could have used: replace benefit == 0 if *_merge ==2. For some matching we might
*want to avoid confusing genuine missing data (i.e people who have *pensions but info is missing) 
*with cases that dont have a record because they dont have pensions- *this could be a factor to consider in other *datasets/examples.But *not for our current merge.
*Examine:
*************************************************************
ta benefit mgbenefits, missing 

*************************************************************
*We can now tabulate benefits by region to consider trends in *government 
*retirement pensions by region:
*************************************************************
ta benefit gvtregn, col	
*************************************************************
*London has a lower proportion of state retirement pension *claimants than most other places
*Why do you think that is?
*************************************************************


[bookmark: _Toc307923851]
Part III. Pooling Data to Increase Sample Size: Examples from the GLF (and LFS)
[bookmark: _Toc307923852]7.0. Introduction
In this exercise, we will consider ways of pooling data from different years of a survey using the General Lifestyle Survey (GLF). There are a number of reasons why we might wish to pool data:
· To analyse patterns of change over time.
· To conduct regression analysis which contain controls for annual level variation (such as year dummy variables, or annual/seasonal unemployment rate).
· To increase sample size, particularly for smaller population sub-samples.
[bookmark: _Toc307923853]7.1. Background: The General Lifestyle Survey (GLF)
The General Lifestyle Survey (GLF - formerly the General Household Survey) is a continuous national survey of people living in private households conducted on an annual basis, by the Social Survey Division of the Office for National Statistics (ONS). The main aim of the survey is to collect data on a range of core topics, covering household, family and individual information.  
The GLF started in 1971 and has been carried out continuously since then, except for breaks in 1997-1998 when the survey was reviewed, and 1999-2000 when the survey was redeveloped. Following the 1997 review, the survey was relaunched from April 2000 with a different design. The relevant development work and the changes made are fully described in the Living in Britain report for the 2000-2001 survey. Following its review, the GLF was changed to comprise two elements: the continuous survey and extra modules, or 'trailers'. The continuous survey remained unchanged from 2000 to 2004, apart from essential adjustments to take account of, for example, changes in benefits and pensions. The GLF retained its modular structure and this allowed a number of different trailers to be included for each of those years, to a plan agreed by sponsoring government departments. 
Following consultation with users, the Office for National Statistics has decided that the General Lifestyle Survey (GLF) will not continue in its current format after January 2012. Full details are available in the Response to the future of the GLF survey consultation document.
From April 1994 to 2005, the GLF was conducted on a financial year basis, with fieldwork spread evenly from April of one year to March the following year. However, in 2005 the survey period reverted to a calendar year and the whole of the annual sample was surveyed in the nine months from April to December 2005. Future surveys will run from January to December each year, hence the title date change to single year from 2005 onwards. Since the 2005 GLF (held under SN 5640) does not cover the January-March quarter, this affects annual estimates for topics which are subject to seasonal variation. 
To rectify this, where the questions were the same in 2005 as in 2004-2005, the final quarter of the latter survey was added (weighted in the correct proportion) to the nine months of the 2005 survey. Furthermore, in 2005, the European Union (EU) made a legal obligation (EU-SILC) for member states to collect additional statistics on income and living conditions. In addition to this the EU-SILC data cover poverty and social exclusion. These statistics are used to help plan and monitor European social policy by comparing poverty indicators and changes over time across the EU. The EU-SILC requirement has been integrated into the GLF, leading to large-scale changes in the 2005 survey questionnaire. The inclusion the EU-SILC variables have led to the General Household Survey being renamed as the General Lifestyle Survey (GLF) from January 2008.
[bookmark: _Toc307923854]7.2. GLF Data-Levels and Key Linking Variables
The GLF consists of two main data levels, the person (individual) level, and the household level. All household-level variables have been attached to all individuals in each household on the person level file, hence the household level matching has already been done for you. Although the person level file contains all of the household information, the linking variables are useful for matching on the extra ‘trailer’ questionnaire datasets (see above GLF description), which are stored as separate files.
The household identifier key is hserno whereas the variable person uniquely identifies respondents within households on the person level file.
[bookmark: _Toc307923855]7.3. GLF Exercise
How does the age of the UK population vary by ethnicity? Estimate the average age of different ethnic groups as coded in the variable ethnigp2 
In this exercise, we will pool three years of GLF data and consider the effects on sample size and estimation. These examples give practice in the add files (‘add cases’) command in SPSS and ‘append’ command in Stata. We combine 3 years data as the number of cases within individual groups defined by ethnigp2 tend to be too small to undertake reliable analyses.  
GLF Exercise  in SPSS: 
*************************************************************.
*SESSION 4 GLF Exercise: Pooling Datasets Example.
*Q1. How does the age of the UK population vary by ethnicity?. 8Estimate the average ,*age of different ethnic groups as coded. 
*in the variable ‘ethnigp2’ .
*************************************************************.
**************************************************************.
* In this exercise, we will pool together 3 years of GLF data to.
*increase sample size. 
*NOTES: GLF04client.sav contains person-level data. There is .
*one record for every individual, including children, living in. 
*each responding household. All household-level variables have also. *been attached to all individuals in.
*each household on the person level file.
*************************************************************.
* The key identifiers are hserial (household ref), and persno .
*(which is unique within. *households However, since we are . *appending we are simply taking one dataset for.
*a year, then adding the dataset from the previous year to the. *bottom, then repeating. *the process for other years. Identifiers *are not necessary for this process, although it. 
*is good practice to keep unique identifiers.
*************************************************************.
*START HERE:.
************************************************************
*2002 : Load the ghs02client.dta person level file .
*we will  generate a variable.
*indicating which year the data is from and save a file selecting a subset of variables:. 
*************************************************.
GET
  FILE='C:\data\session4ghs\ghs02client.sav'.
COMPUTE year = 2002 .
EXECUTE. 

***********************************************************
*(N.B. At this stage, if there are variables where coding has changed between years,.
* we should consider recoding to standardise across time. 
*ALWAYS check the user documentation to see whether there has been any changes.
*In the current example, I have already checked and the variables.
*we selected are *comparable over our time points .
*************************************************************.

SAVE OUTFILE='C:\data\session4ghs\year02.sav'
/KEEP hserial persno ethnigp2 age sex year
 /COMPRESSED.
EXECUTE.

*************************************************************.
*Next load the 2003 data, and create the year variable and save. 
*a subset file containing. *the variables we need:.
*************************************************************.
GET
  FILE='C:\data\session4ghs\ghs03client.sav'.
COMPUTE year = 2003 .
EXECUTE. 
SAVE OUTFILE='C:\data\session4ghs\year03.sav'
/KEEP hserial persno ethnigp2 age sex year
 /COMPRESSED.
EXECUTE.
************************************************************.
*Repeat the above step for the 04 data: .
************************************************************.
GET
  FILE='C:\data\session4ghs\ghs04clientupdated.sav'.
COMPUTE year =2004.
EXECUTE.
SAVE OUTFILE='C:\data\session4ghs\year04.sav'
/KEEP hserial persno ethnigp2 age sex year
 /COMPRESSED.
EXECUTE.
*************************************************************.
* We can now use the ADD FILES COMMAND (MERGE 'add cases' on the .
* window menus) .
* we will start with the 2002 dataset then append the rest so as.
* not to confuse:.
************************************************************.
*load 2002 data:
GET
  FILE='C:\data\session4ghs\year02.sav'.
**add 03 data to bottom of 02 file:
ADD FILES /FILE=*
 /FILE='C:\data\session4ghs\year03.sav'.
EXECUTE.
*N.B. The 'FILE= 'specifies the names of the two files. The .
'* ' character just denotes the active file already in memory.

*add the 04 data
ADD FILES /FILE=*
 /FILE='C:\data\session4ghs\year04.sav'.
EXECUTE.
SAVE OUTFILE='C:\data\session4ghs\year02to04.sav'.
EXECUTE.
*****************************************************************.
*OK Lets now take a look at our ethnicity variable a single year.
************************************************************.
*filter for 2002:-
USE ALL.
COMPUTE filter_$=(year = 2002).
VARIABLE LABEL filter_$ 'year = 2002 (FILTER)'.
VALUE LABELS filter_$  0 'Not Selected' 1 'Selected'.
FORMAT filter_$ (f1.0).
FILTER BY filter_$.
EXECUTE .

************************************************************.
* We can see that the sample size in each year is quite small .
* for some categories.
* Once we cross-tabulate we can start to get small cell frequencies * and very quickly run out of data:.
************************************************************.
*remember we are still filtering to select for just 02:

CROSSTABS
  /TABLES=ethnigp2  BY sex
  /FORMAT= AVALUE TABLES
  /CELLS= COUNT
  /COUNT ROUND CELL .

*****************	********************************************.
*The pooling of three years of data, however, helps to increase. * sample sizes so tabulating without selecting for a specific year:.
*************************************************************.
*take the filter off :.

FILTER OFF.
USE ALL.
EXECUTE .
*cross tabulate again:.
CROSSTABS
  /TABLES=ethnigp2  BY sex
  /FORMAT= AVALUE TABLES
  /CELLS= COUNT
  /COUNT ROUND CELL .
*************************************************************.
*Next examine the mean of age by ethnicity with the full sample:.
*************************************************************.
EXAMINE
  VARIABLES=age BY ethnigp2
  /PLOT NONE
  /STATISTICS DESCRIPTIVES
  /CINTERVAL 95
  /MISSING LISTWISE
  /NOTOTAL.

*************************************************************.
*compare the above table with a table just for 02 : .
*to do this put filter back on:
*************************************************************.
USE ALL.
COMPUTE filter_$=(year = 2002).
VARIABLE LABEL filter_$ 'year = 2002 (FILTER)'.
VALUE LABELS filter_$  0 'Not Selected' 1 'Selected'.
FORMAT filter_$ (f1.0).
FILTER BY filter_$.
EXECUTE .

EXAMINE
  VARIABLES=age BY ethnigp2
  /PLOT NONE
  /STATISTICS DESCRIPTIVES
  /CINTERVAL 95
  /MISSING LISTWISE
  /NOTOTAL.
*******************************************************************.
*Increasing the sample size reduces the confidence intervals of our. *estimates. Those who do not understand this statement can stop the. *exercise here. Today’s workshop is about data linking so it is.
*sufficient to just know that pooling can be used to increase. *sample. sizes for small sub-populations.
**************************************************************.

GLF Exercise in Stata: 
*************************************************************.
*SESSION 4 GLF Exercise: Pooling Datasets Example.
*Q1. How does the age of the UK population vary by ethnicity?. *Estimate the average age of different .
* ethnic groups as coded in the variable ethnigp2. 
*************************************************************.

**************************************************************.
* In this exercise, we will pool together 3 years of GLF data . 
*to increase sample size. 
*NOTES: Ghs04client contains person-level data. There is one record. *for every individual, including children, living in each. *responding household. This file contains schedule variables (that. *is, variables which were on the original questionnaire) and the .
*derived variables. All household-level variables have also been .
*attached to all individuals in each household on the person level. *file.

*************************************************************.
* the key identifiers are hserial (household ref), and person. *(which is unique within households) However, since we are appending *we are simply taking one dataset for a year, then adding the *dataset from the previous year to the bottom. 
*************************************************************
*START HERE:
*************************************************************
*FIRST select the session4ghs folder directory
*************************************************************
clear
cd C:\data\session4ghs

*************************************************************
*typing dir will tells us what’s in the directory:
*************************************************************
dir

*************************************************************
*Select variables from the ghs02 individual file
*ethnigp2: grouped ethnicity variable
*************************************************************
clear
use hserial persno ethnigp2 age sex using ghs02client.dta

*************************************************************
*We will generate a variable indicating which year the data is from *and save the file. 
*NB. At this stage, if there are variables where coding has changed *between years we should consider recoding to standardise the coding *across time. 
*ALWAYS check the user documentation to see whether there has been *any changes. In the current example, I have already checked and the *variables we selected are comparable
* over our time points 
*************************************************************
*we will create a year indicator
ge year= 2002
save year02, replace
clear 
*************************************************************
*Next load the 2003 data, and create the year variable and save the subset file:
*************************************************************

use hserial persno ethnigp2 age sex using ghs03client.dta
ge year = 2003
save year03, replace
************************************************************
*Repeat the above step for the 04 data 
************************************************************
use hserial persno ethnigp2 age sex using ghs04clientupdated.dta
ge year = 2004
save year04, replace

*************************************************************
* We can now use the append command to joing the two other year files to the bottom 
*of the data file in memory:
************************************************************
append using year02
append using year03
************************************************************
*to order the data by year, use the sort command:
************************************************************
sort year

************************************************************
*For each year, the variable hserial and persno taken together uniquely identify cases in houses. However, now we have joined three years together, will they still uniquely identify across all three years (e.g. are the id numbers year specific?)? 
We can check this by using the duplicates command:
*************************************************************
duplicates report hserial persno
*This tell us whether a single or list of variables uniquely identify cases
* type 'help duplicates' for further information
************************************************************
*hserial and persno thus do not uniquely identify accross years. This is common in many datasets
*However, since these two variables DO uniquely identify within years, we simply need to use our year
*variable in addition to these two variables to uniquely identify:
************************************************************

duplicates report year hserial persno 

************************************************************
*So when we merge any information back on from the main files to our dataset, or merge from the trailer/theme files in the GLF, we must remember to match by
* year hserial and persno to uniquely identify cases.
*
*************************************************************

**************************************************************
*OK Lets now take a look at our ethnicity variable for each year
************************************************************

ta ethnigp2 if year ==2002,m 
ta ethnigp2 if year ==2003,m 
ta ethnigp2 if year ==2004,m 

************************************************************
* We can see that the sample size in each year is quite small for some categories.
* Once we cross-tabulate we can start to get  small cell frequencies Very quickly and run out of data:
************************************************************
ta ethnigp2 sex if year ==2002,m
ta ethnigp2 sex if year ==2003,m
ta ethnigp2 sex if year ==2004,m

*************************************************************
*The pooling of three years of data, however, helps to increase sample sizes.
* so tabulating without selecting for a specific year:
*************************************************************
ta ethnigp2 sex,m  
ta ethnigp2,m  
*************************************************************
*Next examine the mean of age  by ethnicity:
*************************************************************
bysort ethnigp2: su age

*************************************************************
*Increasing the sample size reduces the standard errors / confidence *intervals of our estimates.
* Those who do not understand this statement can stop the exercise *here. Today’s workshop is about data linking so it is sufficient to *just know that pooling can be used to increase sample sizes for *small sub-populations
**************************************************************
mean age if year ==2003
mean age
************************************************************
* We can see from the above, that the standard error for the pooled *dataset is lower than for the single 2003 dataset
**Not much difference? consider a smaller sub-population: black *Caribbean (ethnigp2==7):
*************************************************************

mean age if year ==2003 & ethnigp2 ==7
mean age if ethnigp2 ==7



[bookmark: _Toc307923856]7.4. More complicated pooling: The UK Labour Force Survey
The UK-Labour Force Survey contains both panel and repeated-cross-sectional elements. Since 1992 in England, Scotland and Wales, and 1994 in Northern Ireland, the Labour Force Survey has been conducted quarterly to obtain seasonal labour market estimates. A longitudinal element was introduced in 1992, with respondents being interviewed for five consecutive quarters with c.20% of the sample being replaced each quarter. The datasets therefore represent a ‘rotating panel’ with a fifth of the panel being refreshed at each quarter. 
UK Quarterly Labour Force Survey Sample design 
	 
	Spring
quarter
	Summer
Quarter
	Autumn
quarter
	Winter
quarter
	Spring +1
Quarter

	W1
	12k
	12k
	12k
	12k
	12k

	W2
	12k
	12k
	12k
	12k
	12k

	W3
	12k
	12k
	12k
	12k
	12k

	W4
	12k
	12k
	12k
	12k
	12k

	W5
	12k
	12k
	12k
	12k
	12k



The above diagram outlines the sample structure of the quarterly LFS. The purple boxes (the dark diagonal boxes for those watching in black and white) represent one group of people, followed through successive quarters of the survey who are interviewed for five waves (W). Note that:
The sample group who are highlighted in wave 1 in the first quarter are in wave 2 at the second quarter and so forth until they exit the survey after being interviewed in the fifth quarter.
 In each quarter, a group (of 20 per cent of the sample) pass beyond their fifth wave and so exit the sample. 
After their fifth interview, respondents are replaced or ‘refreshed,’ by a new sample of respondents who are in the first wave of their interview. 
Please note that the above diagram represents the intended sample rather than the achieved sample. As a result of sample attrition, respondents are lost from the sample between waves, reducing sample sizes in later waves. 
Ways you can use the LFS
The LFS can be used in a number of ways:
· as a cross-section to study one specific quarter
· files can be combined for repeated cross-sectional analysis across survey years, where people in different years are different individuals.
· quarters can be pooled to create repeated cross-sections to increase sample sizes
· the quarterly element can be used as panel data.
Creating Repeated Cross-sections
Repeated cross-sectional datasets contain samples of independent observations at multiple time points (i.e. different people are interviewed at each time point). 
An important variable when pooling is THISWV, indicating which wave a respondent occupies. This can be used to define and merge subsets or a given survey quarter:
If you are combining data from survey for four quarters, you can select those in their first or fifth wave. These will represent separate, independent samples (i.e. select w1 and w5 from quarters 1, 2, 3 and, 4 ). 
If you wish to combine quarters for longer periods than four quarters, you can select those in their first wave only. No matter how many datasets you merge, you will have only one record per respondent if you select only wave 1 cases from each quarter survey. 
When combining data over several years, an alternative approach is to take a particular quarter of the year (e.g. spring quarter) and to drop wave 5 responses to avoid replication with wave 1 year respondents from the previous year. In this case, four waves contained in a single (same) quarter for each year are used. This will reduce the data manipulation effort involved. 
In addition to THISWV, a number of further variables are important for the pooling of datasets. The variable WAVFND in the LFS indicates the wave in which a household was first found. The LFS samples addresses and so does not follow respondents to a new address if they move address between waves. Instead, the new residents of their old address are sampled. Households which have replaced those in the original sample will therefore take a value of WAVFND>1, and so can be identified accordingly. 
The population base for the LFS consists of residents of private households, residents of NHS accommodation, and students living away in halls of residence. Those in NHS accommodation are enumerated in this accommodation and can be identified using the NURSE variable (where NURSE = 1). Students in halls of residence are captured at any private address from which they are absent during term time, and are are often proxy respondents as they live away. Since Summer 1996, students living away have been identified by the variable HALLRES. Prior to 1996, students were identified with their person number (PERSNO). A number greater than 90 indicated that the respondent was a student in a hall of residence.  
Creating Id Variables
Please note that the procedures described in this section only apply to the Special License LFS and older editions of the QLFS on End User License. Perceived risk of disclosure has led the ONS to remove the variables that allowed users to identify households and individual respondents within and between quarters from the End User License datasets. As of November 2011, the situation for users of the EUL Labour Force Surveys is the following:
· From the QLFS January - March 2011 (Study Number 6782), two pseudoanonymised  variables allow users to uniquely identify respondents and households: CASENOP - Case Identifier and HSERIALP - Household identifier. However, observations cannot be linked across quarters, and the variables described below are no longer included in the data. 
· The QLFS April-June 2009-October-December 2010 have a similarly pseudoanonymised case identifier – IDREF, but no household identifier. Households cannot be identified
· Editions of the QLFS from 2001 to 2009 still include the variables included below, and households and individuals can be identified over several quarters.
The situation might evolve in the futures. Users are encouraged to consult the latest LFS new on the ESDS Government web site:  http://www.esds.ac.uk/government/lfs/
As in the case of the GLF example above, we can pool data without a unique id key linking variable. However, a unique id variable is useful for a number of reasons. Firstly, it can be used to demonstrate that we have not accidentally included the same case (person) twice, given the complicated sample structure of the LFS. Secondly, it can be useful if we have selected a sub-group of variables for each year, and later want to add back in variables from the original survey year datasets that we previously excluded.
In many of the LFS datasets, addresses are identified with the variable REMSERNO, although this variable is not available in all datasets. This variable is calculated from a number of administrative variables:
In SPSS
COMPUTE REMSERNO = (WEEK*10000000) + (W1YR*1000000) + (QRTR*100000) + (ADD*1000) +(WAVFND*100) +HHLD.
In Stata:
gen double remserno = week*10000000)+(w1yr*1000000)+(qrtr*100000) /// +(add*1000)+(wavfnd*100)+hhld
Where week= week of interview; w1yr= year first interviewed; qtr= survey quarter, add= address number on interviewers list; wavfnd= wave first found in, and hhld = the address at which a case refers to on a specific interviewers list (this is because more than one household can live at a single address).
A derivation for an individual identifier (CASENO) is also often used, which expands the above derivation to include QUOTA (stint number when interview took place) and PERSNO (person number within household): 
caseno=(quota*1000000000000)+(week*10000000000)+(w1yr*100000000)+(qrtr*10000000)+(add*100000)+(wavfnd*10000)+(hhld*100) +(recno)

N.B. in pooled datasets, these two derived variables do not necessarily uniquely identify addresses or individuals in different survey quarters. 
To understand why, consider the following breakdown of the manner in which REMSERNO is calculated. This shows how the above calculation assigns each of the values of the included variables to a different portion of a longer number, which contains 8 to 9 digits. The front of the number is contributed by WEEK (either 1 or 2 digits), the next portion by W1YR, then by QTR, and so forth, until HHLD contributes the last portion of the number:
REMSERNO 110223110=
	
	Week
	W1yr
	Qtr
	Add
	Wavefnd
	Hhld

	Max Digits
	2
	1
	1
	2
	1
	2

	range
	1-13
	0-9
	1-5
	1-80
	1-5
	1-17

	e.g. number
	11
	0
	2
	23
	1
	10



In terms of a unique identifier in pooled datasets, this derivation, and the CASENO variable, as formulated above, have two problems:
Only 1 digit is assigned in REMSERNO to represent the W1YR value. Thus if we have 1 digit for W1YR and are pooling data from before and after the year 2000, we can not distinguish between many pairs of years (for example, 1992 and 2002 would both have a digit 2 for the W1YR portion or REMSERNO, as would 1993 and 2003, and so forth). As a result of this millennium bug, the above calculation does not necessarily uniquely identify where data from before and after 2000 are being pooled. 
A second problem is that W1YR changes in terms of the number of digits it uses to record the year of first interview. For example, in 1992, W1YR records this information as four digits (1992), whereas in other waves it records it as one digit. In records where REMSERNO has 4 digits, it will affect the value of the portion of the REMSERNO which is supposed to be determined by week, raising the potential for non-unique identifier numbers to be created. CASENO faces the same issues.
To overcome these problems:
Recode your W1YR variable so that it gives two digits, uniquely identifying the year in which a respondent was first interviewed (so 1992=92, 2005= 05 etc)
Add an additional ‘space’ through an extra zero digit to the original REMSERNO derivation to allow two digits for your recoded W1YR variable.
In the below illustration, the variables created in this manner are referred to as AID (address ID), and PID (Personal Identifier)
AID= (week*100000000)+(w1yr*1000000)+(qrtr*100000)+ (add*1000)+ (wavfnd*100)+hhld
PID=(quota*1000000000000)+(week*10000000000)+(w1yr*100000000)+(qrtr*10000000)+(add*100000)+(wavfnd*10000)+(hhld*100) +(recno)

N.B. until summer 1996 two different variables have captured person number within household; PERSNO and RECNO. Since Summer 1996 RECNO has become identical to PERSNO (since HALLRES was established to identify students living in halls of residence). PERSNO was intended solely to identify students living in halls of residence.
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Appendix Creating the “hlfsmm06.*” dataset
We assume that you have successfully registered for ESDS, registered a usage and downloaded the Household LFS file in zipped format to your computer.  You will then have extracted the data file to C:\hierarchy before running the relevant command file.  
_____________________________________________________________________Stata:
Open the Stata file, then paste the following 2 commands – note that the first command is on a single line; 
keep quota week w1yr qrtr add wavfnd hhld  recno sex age marsta livwth thiswv  xr00 xr01 xr02 xr03 xr04 xr05 xr06 xr07 xr08 xr09 xr09 xr10 xr11 xr12 xr13 xr14 xr15 famunit cry01 cryo cameyr eth01 relig qgcse41 govtor hhtype hiqual5 hrp hserial hhwt03 fuserial relhrp relhfu inecac05 hrp ioutcome
save C:\hlfsmm06.dta 
SPSS:
In SPSS the keep (or drop) option is a subcommand of the get file command which you run in order to open a data file.  You therefore need to save your data to a specific location and run this syntax to obtain the hlfsmm06.sav file from the full file.  In this case the full file has been extracted to the D:\events\mcrhierarchy\hlfsmm06 folder. 
GET FILE = "D:\events\mcrhierarchy\hlfsmm06\mm06sphp.sav"
	/KEEP = quota week w1yr qrtr add wavfnd hhld  recno sex age marsta livwth thiswv  xr00 xr01 xr02 xr03 xr04 xr05 xr06 xr07 xr08 xr09 xr09 xr10 xr11 xr12 xr13 xr14 xr15 famunit cry01 cryo cameyr eth01 relig qgcse41 govtor hhtype hiqual5 hrp hserial hhwt03 fuserial relhrp relhfu inecac05 hrp ioutcome.
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